Visualization Techniques for Multidimensional
Complex-Valued Functions
A project to effectively visualize multidimensional functions, either of the form f : C → C
encountered in complex analysis, or of the form f : Rn → C seen universally in science,
using phase-colored three-dimensional plotting and multidimensional slicing
techniques.
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1 Motivation
Complex-valued functions are nearly ubiquitous in the sciences and engineering, and of course in
pure and applied mathematics. They are the more general form of familiar functions like sin(x) or
ex , which are really just slices through entire functions defined on the complex plane. Visualizing
the entire complex function can help one to understand intuitively how the functions (and their
real-valued slices) behave and relate to each other. This would be of particular use in mathematics
education, from high-school up to mid-level university settings. The ability to visualize functions
like the complex exponential ea+bi (where i is the imaginary unit; i2 = −1) in their entirety has
the potential to convey in a highly intuitive way how one works with these functions and why
the formulae used most often in working with complex analysis have the structure they do. Such
visualization also has the potential to explore and uncover deep connections between functions
that might at first glance seem unrelated. For instance, the cosine function cos(x), which was arose
through they study of the geometry of triangles, and the hyperbolic cosine cosh(x), which (among
other things) traces the shape that a hanging chain takes when suspended at both ends, can both be
defined in terms of complex arguments. Visualizing both these complex functions, as in Figure 1,
immediately reveals that they are really the same function, only rotated in the complex plane, and
the traditional cos(x) and cosh(x) functions are just two possible slices of a single mathematical
object. Of course, the relationship cos(ix) = cosh(x) can be derived on paper, but an integrated
visual representation is a much clearer, more intuitive form of expressing this simple fact, and is
much more conducive to further exploration of the properties of these functions.
Another class of complex functions that arises often in the physical sciences, e.g. in quantum
mechanics or in electrodynamics, is that of functions that take a real-valued vector as an input
(often a position in R3 , perhaps with a time coordinate) and output one or more complex numbers. In quantum mechanics, any particle or collection of particles can be completely described by
its wavefunction, which is a function that assigns a complex number to each point in space and
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Figure 1: The complex cosine (left) and hyperbolic cosine (right) functions, visualized in the complex plane.

time. In electrodynamics, electromagnetic waves, which are periodic variations in the electric and
magnetic field, can be conveniently represented as complex-valued functions of position due to
the periodic character of complex numbers. This is by no means the limit of the extent to which
complex numbers can be used in science and engineering (see the NIST Handbook [1]). In order to
aviod confusion in this paper, the first class of complex functions which take complex numbers as
inputs and produce them as outputs (f : C → C), will be referred to as “Pure Complex” functions,
while the second class, of functions which take generalized vectors as inputs (f : Rn → C), will be
designated “Multivariate Complex” functions.
The visualization of such functions is an interesting multivariate visualization problem, and
many different approaches have been developed, often specialized as to the type or application
of the function that is being visualized. Again, one of the main applications for visualizing such
functions is in education, for gaining an intuitive understanding for the structure and behavior
of these functions. Having myself taken quantum mechanics, I can testify to the fact that even
the simplest wavefunctions are abstract and nonintuitive mathematical objects that are extremely
difficult to picture, and therefore extremely difficult to understand, even if one knows the complete
equation for these wavefunctions and can do the necessary calculations with them.
Even outside education, such visualizations could have important applications: Canonical visualizations exist for such well-known examples like the hydrogen-atom wavefunctions, but for
non-standard wavefunctions, like those generated from theoretical calculations or simulations of
more complicated systems, these techniques may not be very effective in giving researchers the
tools to understand, characterize and quantify the behavior of the system. A more general visualization technique, or collection of techniques, capable of displaying arbitrary complex-valued
functions could thus be of great use to researchers, especially those using theoretical or computational modeling to try to understand interesting systems.
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2 Literature Review
2.1 Pure complex functions
One of the most obvious ways to represent a complex-valued function is to display its real and
imaginary values separately. Each is plotted over the complex plane, which is a representation
where the real and imaginary parts of the input value form the x and y values, respectively, of a 2D grid. An example of this technique is presented in [2]. However, this representation suffers from
the fact that two artificially-separated components of the function are displayed side-by-side and
it is hard to correlate them. This fact, combined with the difficulty of visually interpreting the addition of the real and imaginary parts, make this representation one of the least elucidating means
of visualizing many functions’ properties. Unless one wants to extract some specific information
from the function, integrated representation methods are usually more informative.
Much work has been done in the field of pure mathematics to attempt to visualize the abstract
concepts centered around complex numbers and functions in an integrated way. The idea that the
phase of complex numbers could be encoded by color, specifically in the HSV hue dimension, has
been around for quite some time and has been used to gather useful information about a function [4]. The version presented there uses lightness to encode magnitude; this has a number of
disadvantages, such as losing phase information when the function has close to zero or infinity
magnitude. For many purposes, this may not be a great disadvantage (indeed, it can be used to
selectively focus on a range of magnitudes), but there are still a number of ways to work around it.
A few approaches are presented in [6], where the complex magnitude is either plotted as height,
or shown two-dimensionally as contour lines (or in some cases eliminated altogether where it is
unnecessary).
Another method is to plot the real and imaginary components as the x and y components of
a vector field, as shown in [7], which definitely has some advantages in intuitively showing the
structure of the function in the case that phase could be interpreted as a direction, although it comes
with all the disadvantages that vector-field plots have. Standard flow-visualization techniques may
not be appropriate, since the complex phase does not usually indicate an actual flow direction in
the complex plane. However, there are some more exotic visualization methods presented in [7],
such as taking the function input-output pairs to actually be points in 4-dimensional space and
display them using projection methods. Also of interest is the representation of the function by
showing what it does to shapes in the complex plane in a “before-after” approach; this is extended
in [8] by using animation. Such representations are likely of the greatest use when the function is
being viewed as a transformation of the complex plane, e.g. as a coordinate transform.
2.2 Multivariate complex functions
Much of the visualization techniques of complex-valued functions defined over a physical spatial domain are specialized to the type of function being visualized and the context in which it
arises. Take, for example, a quantum-mechanical wavefunction Ψ(~r, t), which assigns a complex
number to each point in space and time. While the function itself does not have a direct physical
interpretation, its magnitude squared |Ψ|2 does: This is a probability density function; when integrated over a given volume, the result is the probability of finding the particle within that volume.
Some visualization techniques thus focus only on this probability density, attempting to represent the three-dimensional scalar volume data without bothering with the phase. Some standard
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physics-textbook methods [9] for visualizing these functions include separating them into radial
and angular components and visualizing them separately. This still makes it hard to get a threedimensional internal picture of the function, and the complex phase is lost as well (which becomes
important when multiple wavefunctions overlap).
There has been considerable research into visualizing these functions more effectively. Several techniques, including two-dimensional slicing and isosurfaces of probability density, are described in [11]. These techniques use the standard HSV color map to represent complex phase.
One promising approach [12] uses three-dimensional direct volume rendering, where each voxel’s
probability density determines its opacity, and its color is determined by the point’s complex phase.
This visualization offers perhaps best illustrates intuitively the nature of quantum particles, namely
as fuzzy, indefinite “clouds” over which the particle is effectively spread out.
There is another possibility, however, that appears to be thus far unexplored. An idea was proposed by Jarke van Wijk and Robert van Liere in 1993 for a visualization of multivariate scalar functions, called HyperSlice. The idea is very similar to the scatterplot matrix method for visualizing
collections of discrete data points, only in this case, the representation is dense: Each plot (i, j) contains a two-dimensional plot of the function f(x1 , . . . , xn ) across the variables i (on the x-axis) and
j (on the y-axis), all other values are held fixed. The on-diagonal plots (i, i) are one-dimensional
plots of the function varying with the variable i. All plots are centered at the same point ~c in
n-dimensional space. Additionally, click-and-drag functionality is included, which changes the
center point by dragging any of the graphs. This representation has the advantage of treating
all dimensions equally, being extensible to an arbitrary number of dimensions, and allowing user
navigation freely in the entire space.
I decided to attempt to combine the advantages of pure complex function representation with
those of HyperSlice by implementing a version of HyperSlice where each two-dimensional plot
(i, j) is one of the pure-complex (C → C) representations discussed above. I decided to use the
height-mapped magnitude, hue-mapped phase representation because of its familiarity, ability to
display the entire structure of the function, and relative ease of implementation. There is one small
detail to note: The domains of the two-dimensional complex plots are not in this case the complex
numbers C, but rather R2 , consisting of the two free (real) variables across which a slice is taken.
Since C is isomorphic to R2 , this is not at all a problem; the plot’s real and imaginary axes can
simply be reinterpreted to correspond to variables xi and xj instead.

3 Implementation
The HyperSlice system was implemented in Processing version 2.0b8. It was implemented using a
series of building blocks which each constituted a useful stand-alone visualization system: A twodimensional scalar function plotter, extended to three dimensions, was implemented along with
a one-dimensional complex plotter. These components were then assembled into the scatterplotmatrix-style HyperSlice configuration.
The implementation process began with the implemetation of a two-dimensional scalar function
plotter (two-dimensional here meaning the function takes two real inputs and gives one real output). The approach was to first define a rectangluar m × l mesh M = {xi : i ∈ [1, m]} × {yj : j ∈ [1, l]}
of equally-spaced points on which to discretize the function, evaluate the function at each of those
points to get height values, and plot the function as a colleciton of tesselating quadrilaterals. Each
quad’s vertex corresponded to a grid point; its (x, y, z) coordinates were (xi , yj , f(xi , yj )) (scaled to
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Figure 2: The two-dimensional scalar plotter. The blue mesh lines were removed for the complex
version. The function being plotted is f(x, y) = (y3 − y)sin(x).
fit within a virtual bounding box in the graphics space). Each vertex was additionally assigned a
color as a form of redundant coding; this was simply taken from a grayscale colormap, although a
number of other colormaps could have potentially been explored. To aid in the perception of the
function as a 3-D surface, a bounding box was drawn along with axes, and the scene was directionally lit. The result is illustrated in Figure 2. User navigation was implemented by moving the
camera along the surface of a 3-D sphere of radius r at viewing angles θ and φ.
One complication that arose during this implementation was that the standard graphics coordinate system presented in the Processing interface was left-handed, opposite the standard convention in mathematics and the sciences. The axis convention often matters, especially with many
types of asymmetric functions, so the Z-axis was flipped in each drawing iteration before anything
was actually drawn to the screen. This also made camera positioning more difficult to specify, but
with appropriate sign changes, it was possible to replicate the standard coordinate system view.
In order to verify that all the signs and rotations were as expected, an asymmetric function was
plotted and the signs were verified.
From this framework it was not difficult to extend the system to accept complex functions; the
only missing component was support for complex numbers, which the Apache Commons Math
library [13] provided. Each vertex was colored according to the phase of the complex

number
=(z)
(otherwise known as the argument, the phase can be expressed as arg(z) = arctan <(z)
, where
the four-quadrant version of the arctangent should be used). The phase angle was mapped to
the hue angle on the HSV color wheel (at full saturation) to obtain the color value. The complex
√
number’s magnitude (also called the modulus, |z| = z∗ z, where z∗ is the complex conjugate
of z) was mapped to height, scaled as before to fit in the bounding box. Clipping of function
values above a specified threshold was also implemented; this was to prevent singularities or other
isolated high-mangitude regions from suppressing the rest of the graph. A final addition was a
color-wheel diagram, included as a small inset to explicitly show the mapping between color and
complex angle (phase). The resulting pure-complex function plotter was used to create Figure 1.
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A one-dimensional plotter was also written as a component of HyperSlice. It was similar to
the two-dimensional plotter: The complex amplitude was plotted as a line, while the phase was
encoded by filling in the area between the line and the x-axis.

Figure 3: An illustration of the cababilities of the HyperSlice system. On the left is the simple
spherically-symmetric function being tested (it is defined in any number of dimensions
ir
as f(r) = sin(r)
r e , where r is the distance from the origin). On the right is a 4-D version
of the function after several of the slices have been dragged around.
Finally, these components were integrated into a single HyperSlice-like system that could be used
to visualize complex-valued functions in an arbitrary number of dimensions, as Figure 3 shows. A
slicing framework was added so that the user need only define one function and a starting point
(and plot range). Each slice exists as an independent object; it computes its function values by
evaluating the base function while varying only the parameters that are free for that slice, keeping
all others constant. The slice object of the plot at the grid position (row, col) = (i, j), i 6= j was set
up so that it would plot the function f across xi on the y-axis and xj on the x-axis. Only half of these
slices were rendered (those with i < j), since the others were essentially redundant, rotated copies.
The slices at (i, i) were set up as one-dimensional plots of f over xi . This overall arrangement has
the effect that the x-axes of all 2-D slices in a matrix column are the same, as are the y-axes of all 2-D
slices (and the x-axis of the 1-D slice) in a row. This is the most intuitive arrangement, as it ensures
the axis scales “line up” when followed across rows and columns. The only potential source of
confusion is the fact that the 1-D x-axis has to be mentally transposed to a y-axis when comparing
plots across a row. This could potentially be resolved by drawing in the redundant slices on the
other half of the matrix as well.
The 3-D user navigation was retained, assigning matching views to each plot in the matrix, which
allows the user to interactively explore the structure of each slice, or all slices simultaneously. A
control was added to reset the view to a standard overhead view with the x and y axes rotated to
their normal positions. The other main feature that was added was the ability to click and drag
to navigate through the n-dimensional space. Since the 2-D slices (3-D plots) could be arbitrarily
rotated, it was decided to only allow click-and-drag on the diagonal 1-D slice plots, as it was only
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possible to define a static mapping of mouse position to function-space position on those plots.
Clicking and dragging the slice (i, i) horizontally had the effect of translating, in coordinate i,
the n-dimensional center point ~c of each plot. Implementation-wise, the tranlsated slices were
computed by simply translating the grid or center point values and re-evaluating the function at
each grid point.

Figure 4: The effect of dragging a single plot from its centered position.
The dragging action on a 1-D slice is illustrated in Figure 4. It has the effect of directly dragging
each 2-D slice in the same row and column as the dragged slice. However, it affects all the other
plots as well, and often in subtle and unintuitive ways. The hope is that, with enough practice
with this system, it will be possible to gain a more intuitive understanding of the structure of ndimensional space.
3.1 Implementation Decisions
I used Processing for the implementation because of its relative ease of use and low startup cost.
The advantage it offers over some other integrated systems like Matlab is the ability for more sophisticated program design and organization through true object-oriented programming, as well
as the ability to interface to a wide variety of pre-existing Java libraries.
I decided to implement the two-dimensional complex plotting engine myself, rather than using
a pre-existing framework such as Matlab, for a variety of reasons. First, writing my own implementation allowed me a large degree of control over how the visualization was rendered and displayed,
including lighting of the scene. Additionally, the up-to-date graphics framework produced more
visually appealing and informative results than one might typically obtain in a standard system
like Matlab. Second, writing the implementation in the same language and system as the rest
of the project minimized the potential for compatibility issues in integrating the engine into the
HyperSlice implementation. Finally, implementing a complex 2-D plotting system proved to be a
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good educational experience, providing me insight into the methods and challenges in creating
two-dimensional plotting systems.

4 Evaluation and Future Directions
4.1 Evaluation
The complex-valued extension of HyperSlice appears to have good potential for visualizing a wide
variety of multivariate complex functions. As hoped, it carries all the benefits of HyperSlice, including extensibility to multiple dimensions. The technique is also extremely versatile, allowing
any type of two-dimensional complex slice visualization to be used for different tasks. The preliminary results visualizing quite simple multidimensional functions showed that the HyperSlice
technique is a powerful tool for navigating multidimensional functions, whether scalar or complexvalued.

Figure 5: An interactive exploration of the complex cosine function using the HyperSlice technique
in the complex plane. On the left, the initial view and slices through complex 0, showing
the cosine and hyperbolic cosine. On the right, both of the slices have been dragged to
different parts of the function; the imaginary slice now shows the hyperbolic sine (multiplied by a phase shift of −i), and the real slice shows some combination of the sine with
an imaginary factor.
In terms of visualizing pure complex functions, this version of HyperSlice can be successfully
applied as well, by reducing the number of dimensions to two and assigning them to the real and
imaginary parts of the complex input. It improves upon the simple height-hue 3-D plot by providing explicit representations of the real and imaginary slices through the function. For example, one
can explore the complex sine/cosine as in Figure 5, by sliding the slices around to explore different
parts of the function. One can observe, for example, that shifting the real axis to change the cosine
to a sine causes the imaginary slice to change smoothly from a cosh to a sinh function.
The implementation itself is also responsive enough to be used in real-time exploration of up
to 5 (and perhaps more) dimensions, as long as the mesh size for rendering the individual slices
is decreased accordingly. Of course, this tradeoff between performance and accuracy can result
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in decidedly low-resolution or even aliased slice images. The 3-D navigation of the 2-D slices is
implemented directly on the graphics hardware, and is thus quite efficient.
While the HyperSlice implementation developed through this project is a good proof-of-concept,
the complexity and long development time (much longer than initially expected) prevented a few
other small but useful features from being implemented. It would have been helpful to draw axes
and a bounding box on the plots of the 2-D slices (with a scale for reference), or to have some
representation of the slicing plane locations on the 2-D slices. This could have been done using
semi-transparent planes or adding the ability to hide part of the slice surface. In addition, the user
interface needs improvement; the ability to select from a list of functions without having to restart
the program would be very helpful.

Figure 6: An attempt at visualizing a quantum-mechanical wavefunction. The function being used
is likely incorect; it can obviously not be a probability distribution, as it blows up moving
away from the origin.
Also, the implementation was only tested on a relatively small base of functions. An implementation of the quantum-mechanical wavefunctions of the hydrogen atom was attempted, but these
ran into difficulties and the versions implemented in the current project code are likely not correct, as Figure 6 illustrates. One additional complicating factor is the way in which the probability
amplitude should actually be defined across two-dimensional slices. Since the wavefunctions are
defined in a spherical geometry, even one-dimensional slices carry a complication (they need to
be multiplied by a factor of 4πr2 to get the actual probability density as a function of radius, see
[?]), and arbitrary slices through a spherical geometry are not trivial to define. Because of this, the
project did not formally reach its goal of effectively visualizing quantum-mechanical wavefunctions, although it certainly produced interesting results visualizing even simple functions, and
provided a powerful tool for visualizing any complex-valued function that can be expressed as
two-dimensional slices.
One fundamental weakness with this visualization technique still stands out, however, and it is
that navigation in multiple dimensions is still quite unintuitive and it is easy to get lost. This is not
a problem with HyperSlice per se, but a more general fact that our brains were simply not equipped
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to understand greater than three dimensions intuitively. What HyperSlice provides is a means for
systematically navigating n-dimensional space and examining reduced subsets of the function,
which can still be quite useful in examining the behavior and characteristics of the function under
study.
4.2 Lessons Learned
Through the process of creating this implementation of HyperSlice, I learned much about the implementation of visualization techniques in general. First, I learned that the implmentation will
almost invariably take longer than initially expected. In addition, it is nearly always possible to
think of new improvements or refinements to a visualization system, but one will not necessarily
have the time to implement all or even any of them.
I also learned the value of using more direct, immediate, hands-on tools like Processing for getting started with a visualization. The low startup cost for a project made sketching ideas much
easier, and detecting bugs was also eased by the ability to quickly create minimal examples. The
abstraction and hiding of unnecessary details considerably helped in managing the project’s complexity. In retrospect, it was a good idea overall to use Processing for this project instead of standard C++ and OpenGL, since it allowed me to focus only on creating and tuning the visualization
without being bothered with the overhead of a standard OpenGL project.
4.3 Future Directions

Figure 7: An illustration of the aliasing that can result from functions containing high-frequency
components (here introduced by taking the abosolute value of the sinc function).
There are many other potential ways this HyperSlice implementation could be extended and
improved. First, there are a few possible ways the implementation could be made more efficient,
especially in the dragging operation. Instead of blindly recomputing every single slice, perhaps
a technique could be used to re-use points from the previous slice position. Another possible
technique would be to pre-compute a set of function values at grid points close to the current
slice position, and use or interpolate those for real-time rendering during dragging, running a full
recomputation only once the user has stopped dragging. Further efficiency improvements could
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make important rendering techniques such as antialiasing possible (Figure 7 shows a situation in
which antialiasing would be highly desirable).
Possible functionality extensions include: Support for rotation of slice planes in n-dimensional
space, numeric function-value query capability directly from a slice plot (“tracing”), live selection of and zooming into regions of interest, and the use of other pure-complex representation
techniques for the 2-D slices (such as saturation-hue mapping or vector fields). It might also be
worthwhile to implement the path navigation described in [10], or another general overview tool
designed to prevent users from becoming lost while navigating n-dimensional space.
This project has showed that the technique of HyperSlice for visualizing multivariate complex
functions has much promise and many potential applications, and that further study of its capabilities, as well as its effectiveness in education and in the sciences, is certainly warranted.

A Implementation Code
Please see the included file README.txt for details on the implementation code developed for this
project. Please note also that the code uses the Apache Commons Math library [13] for complex
number processing. The library is freely available under the Apache software license.
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